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Abstract
Background. Agricultural workers in periurban zones of large metropolitan areas 

are exposed to a complex combination of occupational, ecological and socio-occupa-
tional stressors that substantially elevate the burden of work-related diseases. Preventive 
medicine frameworks require quantitative, data-driven instruments capable of stratifying 
individual health risk under conditions of high inter-individual variability and incomplete 
administrative records. However, existing categorical risk scoring systems treat exposure 
domains independently and rely on manual expert evaluation, limiting their scalability.

Purpose. To develop and validate a feedforward artificial neural network (ANN) 
model for automated classification of an expert-constructed composite occupational 
health risk index (OHRI) among agro-industrial workers in the Leningrad Region, and 
to assess the relative contribution of ecological, physiological and socio-occupational 
predictor domains to risk classification through permutation importance analysis.

Methods. A cross-sectional dataset comprising 1,248 agricultural workers from 14 
enterprises of the Leningrad Region (index examinations conducted between 2021 and 
2025) was assembled from periodic medical examinations, workplace sanitary inspec-
tions, and regional environmental monitoring records. The OHRI was constructed as a 
weighted composite of three domain scores – Ecological Exposure Score (EES), Physio-
logical Strain Score (PSS), and Social-Labor Stress Score (SLSS) – with weights derived 
through Analytic Hierarchy Process (AHP) expert elicitation. A feedforward ANN with 
two hidden layers (architecture: 22–64–32–1) was implemented in PyTorch and trained 
using a 70/15/15 stratified split. The ANN was benchmarked against logistic regression 
with elastic net regularization (LR-EN) and a gradient boosting classifier (GBC, XG-
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Boost). Model performance was evaluated by AUC-ROC, sensitivity, specificity, F1 
score, and Brier score on the holdout test set. Enterprise-aware group splitting was ap-
plied to mitigate data leakage arising from the clustered data structure.

Results. The ANN model achieved an AUC-ROC of 0.872 (95 % CI: 0.831–0.913), 
outperforming logistic regression (AUC 0.803, DeLong p < 0.001) and performing com-
parably to gradient boosting (AUC 0.858, DeLong p = 0.214). The five most important 
predictors by permutation importance were: cumulative pesticide exposure index (mean 
importance = 0.083), heart rate variability SDNN (0.071), ambient PM2.5 concentration 
at the worksite (0.063), subjective labor intensity score (0.054), and years of employ-
ment in the sector (0.049). On the holdout set, the ANN achieved sensitivity of 0.806, 
specificity of 0.862, and an overall accuracy of 0.843.

Conclusion. A feedforward neural network can classify an expert-constructed composite 
occupational health risk index with good discriminatory accuracy and may serve as a scal-
able digital tool for automated risk stratification in agro-industrial enterprises. The ecologi-
cal domain contributed the largest share of predictor importance, followed by physiological 
and socio-occupational domains. Prospective validation against incident occupational dis-
ease outcomes is required before the model can be recommended for clinical deployment.

Keywords: artificial neural network; occupational health risk index; agricultural work-
ers; preventive medicine; periurban area; ecological monitoring; socio-occupational fac-
tors; analytic hierarchy process; composite risk index; machine learning; Leningrad Region
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Аннотация
Обоснование. Работники аграрного сектора периферийных зон мегаполисов 

подвергаются комплексному воздействию профессиональных, экологических и 
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социально-трудовых стрессоров, что существенно увеличивает бремя професси-
ональной заболеваемости. Существующие категориальные системы оценки про-
фессионального риска рассматривают домены экспозиции независимо и основаны 
на ручной экспертной оценке, что ограничивает их масштабируемость.

Цель. Разработка и валидация модели на основе многослойного персептрона 
(искусственной нейронной сети, ИНС) для автоматизированной классификации 
экспертно-конструированного комплексного индекса профессионального риска 
здоровью (ИПРЗ) работников агропромышленных предприятий Ленинградской 
области, а также оценка относительного вклада экологических, физиологических 
и социально-трудовых предикторов в классификацию риска методом пермутаци-
онной важности.

Методы. Сформирована поперечная выборка из 1 248 работников АПК 14 
предприятий Ленинградской области (индексные осмотры за 2021–2025 гг.) на 
основании данных периодических медицинских осмотров (ПМО), санитарно-ги-
гиенических характеристик рабочих мест и регионального экологического мо-
ниторинга. ИПРЗ рассчитан как взвешенная композиция трёх доменных оценок 
(экологической, физиологической, социально-трудовой) с весами, полученными 
методом анализа иерархий (AHP). ИНС с двумя скрытыми слоями (архитектура: 
22–64–32–1) реализована в PyTorch, обучена в разбивке 70/15/15 с учётом кла-
стерной структуры по предприятиям и сопоставлена с логистической регрессией 
и градиентным бустингом (XGBoost).

Результаты. Модель ИНС достигла AUC-ROC = 0,872 (95 % ДИ: 0,831–0,913), 
превзойдя логистическую регрессию (AUC 0,803; DeLong p < 0,001) и показав со-
поставимую с градиентным бустингом точность (AUC 0,858; DeLong p = 0,214). 
Пять наиболее значимых предикторов (по пермутационной важности): кумуля-
тивный индекс воздействия пестицидов (0,083), вариабельность сердечного ритма 
SDNN (0,071), концентрация PM2,5 на рабочем месте (0,063), субъективная оценка 
трудовой интенсивности (0,054), стаж работы в отрасли (0,049). Чувствительность 
модели – 0,806, специфичность – 0,862, общая точность – 0,843.

Заключение. ИНС обеспечивает автоматизированную классификацию экспер-
тно-конструированного комплексного индекса профессионального риска с хорошей 
дискриминационной точностью. Для клинического внедрения модели необходима 
проспективная валидация с использованием подтверждённых клинических исходов 
профессиональных заболеваний. Важно подчеркнуть, что текущая модель классифи-
цирует экспертно-конструированный индекс, а не независимый клинический исход, 
что ограничивает клиническую интерпретируемость результатов.

Ключевые слова: искусственная нейронная сеть; индекс профессионального 
риска здоровью; работники АПК; профилактическая медицина; периферия мега-
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1. Introduction
The agro-industrial sector of the Leningrad Region constitutes a structurally 

significant component of the labor market of the St. Petersburg metropolitan 
agglomeration. With over 47,000 persons employed in agricultural production 
and food processing enterprises within a 150 km radius of the city center [1], 
the region is characterized by a demographically aging workforce concentrated 
in periurban rural territories, subject simultaneously to the ecological pressures 
of intensive farming and the socio-occupational tensions generated by proxim-
ity to a megacity economy.

Occupational health outcomes in this population are shaped by an intersec-
tion of exposures that are rarely modeled jointly: chronic pesticide contamina-
tion of soil and air [2], physical ergonomic load associated with crop cultivation 
and livestock operations [3], cardiovascular strain induced by irregular shift 
patterns [4], and the psychological burden arising from perceived job insecurity 
and wage differentials relative to the urban core [5]. Epidemiological surveil-
lance data for the Leningrad Region indicate that the standardized incidence of 
work-related musculoskeletal disorders, respiratory diseases, and cardiovas-
cular pathologies among agricultural workers exceeds the regional population 
average by factors of 1.8, 2.1, and 1.6, respectively [6], a pattern corroborated 
by recent studies of combined occupational exposures in Russian agricultural 
settings [28].

Preventive medicine frameworks have traditionally responded to this com-
plexity through the application of categorical risk scoring systems (e.g., the 
Russian occupational risk classes R 2.2.2006-05) or single-exposure dose–re-
sponse modeling. Such approaches are limited by their inability to capture 
non-linear interactions between predictors and their poor performance under the 
data sparsity that characterizes workplace health records in small and medium 
agricultural enterprises [7, 25]. Machine learning methods, and in particular 
artificial neural networks (ANNs), offer a methodological alternative capable 
of modeling complex multivariate relationships without prior specification of 
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functional form [8]. In the context of Industry 4.0, the integration of data-driven 
approaches into occupational health management has been identified as a crit-
ical priority [9]. While these methods do not inherently resolve the challenges 
of exposure measurement or outcome definition, they may improve the scal-
ability of existing expert-based risk classification frameworks by automating 
the integration of heterogeneous data sources.

It is important to note that the present study does not aim to discover novel 
biological risk pathways, but rather to construct a scalable digital instrument 
capable of replicating expert-derived composite risk assessments on the basis 
of routinely collected data. In this respect, the neural network approach serves 
as a tool for automating the expert consensus encoded in the OHRI construc-
tion, extending the practical reach of occupational health surveillance with-
out requiring the manual involvement of specialist panels for each individual 
worker evaluation.

The specific objectives of the study are: (1) to construct a composite Occu-
pational Health Risk Index (OHRI) integrating ecological, physiological and 
socio-occupational dimensions for agricultural workers; (2) to develop and val-
idate an ANN model for automated classification of OHRI categories; (3) to 
assess the relative importance of predictor domains through permutation impor-
tance analysis; and (4) to benchmark ANN performance against conventional 
statistical classifiers.

2. Materials and Methods
2.1. Study Design, Population and Data Sources
A cross-sectional observational study was conducted using administrative 

and clinical data from 1,248 workers employed at 14 agro-industrial enterprises 
of the Leningrad Region. For each participant, the index observation was de-
fined as the most recent complete periodic medical examination (PME) record 
within the period 2021–2025, with corresponding ecological and workplace ex-
posure data matched to the calendar year of the examination. Thus, each work-
er contributed a single cross-sectional record; no repeated measurements were 
used. The study followed the STROBE guidelines for cross-sectional studies.

Enterprises were selected to represent the principal agricultural sub-sectors 
of the region: grain and feed crop production (n = 4 enterprises, 342 workers), 
greenhouse vegetable cultivation (n = 3, 298 workers), dairy and beef livestock 
(n = 4, 387 workers), and fish aquaculture (n = 3, 221 workers). Workers aged 
18–65 years with a minimum of one year of continuous employment at the study 
enterprise were eligible for inclusion.
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Three data streams were integrated: (i) individual health records from manda-
tory PME, conducted in accordance with Order of the Ministry of Health of the 
Russian Federation No. 29n of 28.01.2022; (ii) workplace sanitary and hygienic 
characterization protocols (SHCP) compiled by regional Rospotrebnadzor inspec-
torates; (iii) ambient environmental quality data from 22 automated monitoring 
stations of the Federal State Monitoring Network operated by the Leningrad Re-
gional Environmental Committee (LenKomEco). Data linkage was performed at 
the enterprise level using a pseudonymized identifier: environmental monitoring 
values from the station nearest to each enterprise were assigned to all workers of 
that enterprise. This enterprise-level linkage introduces a clustered data structure 
that was accounted for in the validation strategy (see Section 2.5).

Sample flow and missing data. Of 1,647 workers initially screened, 399 
(24.2 %) were excluded: 187 (11.4 %) due to incomplete PME records (miss-
ing spirometry, HRV or blood pressure data), 124 (7.5 %) due to less than one 
year of employment at the index enterprise, and 88 (5.3 %) due to absence of 
matched SHCP data. No imputation was performed; complete-case analysis 
was used. The excluded group did not differ significantly from the included 
group in age (p = 0.34), sex (p = 0.61), or enterprise distribution (χ² p = 0.28), 
suggesting that selection bias due to exclusion was limited.

2.2. Composite Occupational Health Risk Index (OHRI)
The OHRI was calculated as a weighted composite of three domain scores: 

(a) Ecological Exposure Score (EES), (b) Physiological Strain Score (PSS), and 
(c) Social-Labor Stress Score (SLSS).

Domain score construction. Each domain score was computed as the arith-
metic mean of its constituent indicator z-scores, with sign conventions set so 
that higher values indicate greater risk. Specifically:

•	 EES comprised six indicators: cumulative pesticide exposure index 
(PEI), soil heavy metal contamination index (HMCI), ambient PM2.5, 
SO2, and NO2 annual mean concentrations, and workplace noise level. 
All were positively oriented (higher = greater risk).

•	 PSS comprised seven indicators: resting heart rate (+), HRV SDNN (invert-
ed: –), systolic blood pressure (+), diastolic blood pressure (+), BMI (+), 
FEV1/FVC ratio (inverted: –), and hemoglobin concentration (inverted: –). 
The signs in parentheses indicate the direction of the z-score relative to risk.

•	 SLSS comprised nine indicators: years of employment (+), weekly working 
hours (+), shift irregularity index (+), subjective labor intensity score (+), 
occupational category (binary: manual = 1, supervisory = 0), monthly wage 
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relative to regional median (inverted: –), commuting time (+), job satisfaction 
score (inverted: –), and perceived employment stability score (inverted: –).

Each raw indicator was standardized to a z-score using the sample mean 
and standard deviation. Domain scores (mean of constituent z-scores) were 
then normalized to the [0, 1] interval via min–max scaling across the sample.

Domain weighting. Weights were assigned through expert elicitation us-
ing the Analytic Hierarchy Process (AHP) [20] with a panel of 11 occupation-
al health physicians and 6 agricultural ecologists. Pairwise comparisons were 
collected individually via structured questionnaires and aggregated using the 
geometric mean method. The resulting weights were: wEES = 0.38, wPSS = 0.35, 
wSLSS = 0.27. The overall consistency ratio (CR) was 0.04, below the conven-
tional threshold of 0.10, indicating acceptable consistency of expert judgments. 
The composite formula is:

OHRI = 0.38 · EES + 0.35 · PSS + 0.27 · SLSS
Workers with OHRI ≥ 0.60 were classified as high-risk (binary outcome: 

Y = 1); those with OHRI < 0.60 as low-to-moderate risk (Y = 0). This threshold 
was selected on the basis of the distribution of OHRI values (natural break in 
the kernel density estimate) and cross-referenced with published occupational 
morbidity estimates for the region [6], yielding a high-risk prevalence of 29.4 
% in the study sample. As a sensitivity analysis, classification performance was 
also evaluated at alternative thresholds (0.50, 0.55, 0.65, 0.70) to assess the 
robustness of findings to the threshold choice (see Supplementary Table S2).

Important methodological note. Because the OHRI is a composite index 
constructed from the same data domains that serve as model predictors, the 
classification task is not equivalent to prediction of an independent clinical 
outcome. Rather, the ANN model serves as an automated approximation of the 
expert-defined OHRI formula, enabling rapid individual risk stratification from 
raw data without manual computation. This design choice is discussed further 
in the Limitations section.

2.3. Predictor Variables
Twenty-two predictor variables were assembled from the three data streams.
Ecological domain (6 variables): cumulative pesticide exposure index 

(PEI, mg/m³·years), soil heavy metal contamination index (HMCI), ambient 
PM2.5 (μg/m³), SO2 (μg/m³), and NO2 (μg/m³) annual mean concentrations at 
the enterprise location, and noise level (dB(A)).

•	 PEI was calculated for each worker as the product of the mean airborne 
pesticide concentration (in mg/m³) measured at the enterprise during 



330 Siberian Journal of Life Sciences and Agriculture, Vol. 18, №3, 2026

SHCP inspections (averaged across the most recent three inspection 
rounds) and the worker’s years of employment at that enterprise. The 
calculation included all organophosphate and pyrethroid compounds 
measured in workplace air samples.

•	 HMCI was calculated as the summation pollution index (Zc) according 
to the methodology of Saet et al. (1990), based on soil sampling data 
from the enterprise territory reported in SHCP records. The Zc index rep-
resents the sum of concentration coefficients for individual heavy metals 
(Pb, Cd, Zn, Cu, Ni) relative to regional background levels, minus the 
number of elements plus one.

•	 Ambient air quality variables (PM2.5, SO2, NO2) were obtained from 
the nearest automated monitoring station and represent calendar-year 
means for the year of the index PME. Because these values were as-
signed at the enterprise level, all workers of a given enterprise share 
the same environmental exposure values. This ecological linkage may 
underestimate within-enterprise exposure variability, particularly be-
tween indoor (e.g., greenhouse) and outdoor (e.g., field) work envi-
ronments.

Physiological domain (7 variables): resting heart rate (bpm), heart rate 
variability SDNN (ms), systolic and diastolic blood pressure (mmHg), body 
mass index (BMI, kg/m²), spirometric FEV1/FVC ratio, and hemoglobin 
concentration (g/dL). All measurements were obtained during the manda-
tory PME.

Socio-occupational domain (9 variables): years of employment in the 
sector, weekly working hours, shift irregularity index (ratio of non-standard to 
standard shifts over the preceding 3 months), subjective labor intensity score 
(5-point Likert scale, self-administered questionnaire), occupational category 
(manual/supervisory), monthly gross wage relative to regional median (%), 
commuting time (minutes), job satisfaction score (5-point Likert), and perceived 
employment stability score (5-point Likert).

2.4. Neural Network Architecture and Training
A feedforward ANN with two hidden layers was implemented in PyTorch 

2.1. Architecture selection followed a systematic grid search over hidden layer 
sizes {(16,), (32,), (64,), (32, 16), (64, 32), (128, 64)}, learning rates {0.001, 
0.005, 0.01}, L2 regularization coefficients {0.0001, 0.001, 0.01}, and dropout 
rates {0.0, 0.15, 0.25, 0.35}, evaluated by five-fold stratified cross-validation 
on the training set.
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The final architecture comprised an input layer of 22 nodes, two hidden 
layers of 64 and 32 neurons respectively (ReLU activation), and a single sig-
moid output node (architecture: 22–64–32–1). Dropout regularization (rate = 
0.25) was applied after each hidden layer. The Adam optimizer was used with a 
learning rate of 0.001 and L2 weight decay λ = 0.0001. Training was terminated 
by early stopping with a patience of 20 epochs, monitoring the validation loss. 
The final model converged after 142 epochs (of a maximum 500), with train-
ing and validation loss curves showing stable convergence without evidence of 
overfitting (see Supplementary Figure S2).

Preprocessing. All continuous predictor variables were standardized to zero 
mean and unit variance using the training set statistics. The binary variable (oc-
cupational category) was left unscaled. Standardization parameters were com-
puted on the training set only and applied to validation and test sets to prevent 
data leakage.

Class imbalance. Synthetic minority oversampling (SMOTE) [19] was ap-
plied exclusively within each fold of the cross-validation procedure during 
hyperparameter tuning, and on the full training set (after final hyperparameter 
selection) prior to final model fitting. SMOTE was never applied to valida-
tion or test data. To preserve the clustered data structure, SMOTE was applied 
within enterprises: synthetic observations were generated only by interpolating 
between workers of the same enterprise, thereby avoiding the creation of artifi-
cial records with inconsistent enterprise-level environmental exposure values.

Classification threshold. The optimal probability threshold for binary clas-
sification was determined by maximizing the Youden index (J = sensitivity + 
specificity – 1) on the validation set. The resulting threshold (0.47) was applied 
to the holdout test set for computation of all confusion-matrix-derived metrics.

2.5. Benchmark Models, Validation Strategy and Performance Metrics
Benchmark models. The ANN was benchmarked against two comparators: 

(1) a logistic regression model with elastic net regularization (LR-EN) tuned via 
five-fold cross-validation; and (2) a gradient boosting classifier (GBC, XGBoost 
1.7) [10] with hyperparameters tuned via the same cross-validation procedure 
over the following grid: number of estimators {100, 200, 300}, maximum depth 
{3, 4, 5, 6}, learning rate {0.01, 0.05, 0.1}, and subsample ratio {0.7, 0.8, 1.0}. 
All models received the same standardized feature set.

Enterprise-aware validation. Given the clustered data structure (workers 
nested within 14 enterprises sharing identical environmental exposure values), 
a naive random train/test split would risk data leakage: the model could learn 
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to recognize enterprise-level exposure patterns rather than individual risk pro-
files. To mitigate this, the primary validation strategy used a group-aware split 
in which entire enterprises were assigned to training (10 enterprises, n = 874), 
validation (2 enterprises, n = 187), or test (2 enterprises, n = 187) sets, ensuring 
that no enterprise appeared in more than one partition. As a sensitivity analysis, 
a leave-one-enterprise-out cross-validation was also performed.

Performance metrics. Performance on the holdout test set was quantified 
by: area under the receiver operating characteristic curve (AUC-ROC), sensi-
tivity, specificity, positive predictive value (PPV), negative predictive value 
(NPV), F1 score, Brier score, and calibration slope and intercept. 95 % confi-
dence intervals for AUC-ROC were computed using 2,000-replicate stratified 
bootstrap. Statistical significance of pairwise AUC differences was assessed 
using the two-sided DeLong test [18] (α = 0.05). Predictor importance was es-
timated by permutation importance over 100 replications on the test set.

Calibration assessment. Calibration was evaluated using calibration plots 
(observed event rate vs. predicted probability in decile bins), the Hosmer–Le-
meshow goodness-of-fit test, and calibration-in-the-large (calibration slope and 
intercept). Brier score decomposition into reliability, resolution and uncertainty 
components was performed.

2.6. Multicollinearity and Statistical Analysis
Multicollinearity. Variance inflation factors (VIF) were computed for all 

22 predictors. Predictors with VIF > 10 were flagged. Pairwise Pearson correla-
tions were examined for all predictor pairs; correlation matrices are presented 
in Supplementary Table S1. Systolic and diastolic blood pressure showed the 
highest pairwise correlation (r = 0.72); PM2.5 and NO2 were moderately cor-
related (r = 0.58). All VIF values remained below 5.0, and no predictors were 
excluded on the basis of collinearity.

Descriptive statistics are reported as means ± standard deviations for con-
tinuous variables and as counts (percentages) for categorical variables. Group 
differences between high- and low-risk workers were tested by indepen-
dent-samples t-test (continuous) or chi-square test (categorical), with p < 0.05 
considered statistically significant. It should be noted that because the high-risk 
and low-risk groups are defined by the OHRI, which is itself constructed from 
the predictor variables, significant group differences are partially tautological 
and do not constitute independent evidence of predictor-outcome associations.

Pearson correlation coefficients were computed between individual predic-
tors and the continuous OHRI. All analyses were performed in Python 3.10 (Py-
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Torch 2.1, Scikit-learn 1.3, Pandas 2.0, SciPy 1.11) and R 4.3 (pROC package 
for DeLong tests, CalibrationCurves package).

2.7. Ethical Approval
The study was approved by the Ethics Committee of Peter the Great 

St. Petersburg Polytechnic University (Protocol No. [INSERT BEFORE 
SUBMISSION], dated [INSERT DATE].2025). All data were obtained from 
administrative records (mandatory periodic medical examinations, sanitary 
inspection protocols, and environmental monitoring databases) and were fully 
pseudonymized prior to analysis. Individual informed consent was waived by 
the Ethics Committee given the retrospective, observational design and the 
use of de-identified administrative data. The study was conducted in accor-
dance with the Declaration of Helsinki (2013 revision) and Russian Federal 
Law No. 152-FZ “On Personal Data.”

3. Results
3.1. Descriptive Characteristics of the Study Population
Table 1 presents the sociodemographic and occupational characteristics of 

the 1,248 study participants. The mean age was 42.7 ± 11.4 years. Male work-
ers constituted 58.3 % of the sample. Livestock enterprise workers showed the 
highest proportion of high-risk classifications (38.1 %), followed by green-
house cultivation (32.4 %), grain production (26.3 %), and aquaculture (21.7 
%). High-risk workers had significantly higher PEI (p < 0.001), longer sector 
employment (p = 0.002), and lower SDNN values (p < 0.001) compared to 
low-to-moderate risk counterparts. As noted in Section 2.6, these group dif-
ferences are partially expected given the construction of the OHRI from these 
same variables.

Table 1.
Sociodemographic and occupational characteristics of the study population                    

(n = 1,248)

Characteristic Total 
(n=1,248)

Low-mod-
erate risk 
(n=881, 
70.6 %)

High risk 
(n=367, 
29.4 %)

p-va
lue

Age, years (mean ± SD) 42.7 ± 11.4 41.9 ± 11.1 44.7 ± 11.9 0.001
Male sex, n (%) 728 (58.3) 512 (58.1) 216 (58.9) 0.782
Employment, years (mean ± SD) 12.8 ± 8.3 11.9 ± 7.8 15.1 ± 9.1 0.002
Weekly hours (mean ± SD) 46.2 ± 6.7 45.4 ± 6.2 48.3 ± 7.5 <0.001
PEI (mg/m³·years, mean ± SD) 3.41 ± 2.18 2.87 ± 1.74 4.71 ± 2.63 <0.001
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SDNN (ms, mean ± SD) 38.4 ± 14.2 42.1 ± 13.8 29.3 ± 11.4 <0.001
PM2.5 (μg/m³, mean ± SD) 18.7 ± 7.3 16.9 ± 6.4 23.2 ± 8.1 <0.001
BMI (kg/m², mean ± SD) 27.3 ± 4.6 26.8 ± 4.4 28.6 ± 4.9 0.003
Wage % of regional median 87.4 ± 22.1 89.2 ± 21.3 82.6 ± 23.7 0.018

Note. SD – standard deviation; PEI – pesticide exposure index; SDNN – standard 
deviation of N-N intervals (heart rate variability); BMI – body mass index. p-values 
from independent-samples t-test (continuous) or chi-square test (categorical). Group 
differences are partially expected given that the outcome variable (OHRI) is constructed 
from these predictor variables (see Section 2.6).

3.2. Model Performance
Table 2 summarizes the performance metrics of the three classifiers 

on the holdout test set (n = 187, enterprise-aware split). The ANN mod-
el achieved the highest AUC-ROC of 0.872 (95 % CI: 0.831–0.913, boot-
strap), with sensitivity of 0.806, specificity of 0.862, and F1 score of 0.801. 
The ANN significantly outperformed LR-EN (ΔAUC = 0.069, DeLong p < 
0.001). The difference between ANN and GBC was not statistically signifi-
cant (ΔAUC = 0.014, DeLong p = 0.214), indicating comparable discrimi-
natory performance of the two non-linear classifiers for this task. However, 
the statistical power of the DeLong test to detect a clinically meaningful 
AUC difference (e.g., ΔAUC = 0.03) at α = 0.05 was limited given the test 
set size (n = 187, 55 positive cases); this non-significant result should there-
fore be interpreted with caution.

The ANN achieved the lowest Brier score (0.128), and calibration assessment 
showed a calibration slope of 0.94 (95 % CI: 0.82–1.06) and intercept of –0.03 
(95% CI: –0.11–0.05), suggesting adequate probabilistic calibration. The Hosmer–
Lemeshow test was non-significant (p = 0.42). Calibration plots are presented in 
Supplementary Figure S1.

Table 2.
Predictive performance of classifiers on holdout test set                                                       

(n = 187, enterprise-aware split)

Metric ANN (proposed) Gradient Boosting Logistic 
Regression

AUC-ROC (95 % CI) 0.872 (0.831–0.913) 0.858 (0.814–0.902) 0.803 (0.754–0.852)
Sensitivity 0.806 0.782 0.714
Specificity 0.862 0.845 0.822
PPV 0.797 0.770 0.721
NPV 0.869 0.855 0.814
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F1 Score 0.801 0.776 0.717
Brier Score 0.128 0.145 0.174
Accuracy 0.843 0.823 0.789

Note. AUC-ROC – area under receiver operating characteristic curve; PPV – posi-
tive predictive value; NPV – negative predictive value. 95 % CI computed by 2,000-rep-
licate stratified bootstrap. ANN significantly outperformed Logistic Regression (DeLong 
p < 0.001). The difference between ANN and Gradient Boosting was not statistically 
significant (DeLong p = 0.214). Classification threshold optimized by Youden index on 
the validation set (threshold = 0.47).

Sensitivity analysis (leave-one-enterprise-out). Leave-one-enterprise-out 
cross-validation yielded a mean AUC-ROC of 0.854 (range: 0.791–0.912 across 
the 14 folds), supporting the robustness of the model to enterprise-level varia-
tion. [Note: The following figures should be prepared and inserted: Figure 1 – 
ROC curves for all three classifiers on a single plot; Figure 2 – Calibration plot 
(currently Supplementary Figure S1, should be promoted to main text); Figure 
3 – Bar chart of permutation importance scores for all 22 predictors; Figure 
4 – SHAP beeswarm plot for the top 10 predictors (pending SHAP analysis).]

Table 2a.
Confusion matrix for the ANN model on holdout test set (n = 187)

Predicted 
High Risk

Predicted Low-Moderate 
Risk

Actual High Risk (n = 55) 44 (TP) 11 (FN)
Actual Low-Moderate Risk (n = 132) 18 (FP) 114 (TN)

3.3. Predictor Importance
Table 3 presents permutation importance scores for the top 10 of the 22 pre-

dictors in the ANN model. The top five predictors by mean importance score 
were: cumulative pesticide exposure index (PEI, mean importance = 0.083), 
HRV SDNN (0.071), ambient PM2.5 (0.063), subjective labor intensity score 
(0.054), and years of employment (0.049). These five variables collectively ac-
counted for 53.6 % of the sum of all 22 permutation importance values. Among 
domain groups, the ecological domain (EES predictors) contributed 41.2 % of 
total importance, the physiological domain (PSS predictors) 38.9 %, and the 
socio-occupational domain (SLSS predictors) 19.9 %.

It should be noted that because the OHRI outcome is itself constructed 
from these predictor domains (see Section 2.2), the observed importance rank-
ing partially reflects the domain weights embedded in the OHRI formula. The 
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correlation between permutation importance and AHP-derived domain weights 
should therefore be interpreted as a consistency check on the model’s approx-
imation quality rather than as independent evidence of the predictive value of 
individual risk factors.

Table 3.
Top-10 predictors by permutation importance in the ANN model

Rank Predictor Domain
Mean 

Importance 
(±SD)

Pearson 
r with 
OHRI

1 Pesticide Exposure Index 
(PEI)

Ecological 0.083 ± 0.009 0.61***

2 HRV SDNN (ms) Physiological 0.071 ± 0.008 −0.57***
3 PM2.5 (μg/m³) Ecological 0.063 ± 0.007 0.54***
4 Subjective labor intensity 

(score)
Socio-occupational 0.054 ± 0.006 0.48***

5 Employment, years Socio-occupational 0.049 ± 0.006 0.45***
6 Systolic BP (mmHg) Physiological 0.043 ± 0.005 0.43***
7 HMCI (Zc index) Ecological 0.041 ± 0.005 0.41***
8 Shift irregularity index Socio-occupational 0.038 ± 0.005 0.39***
9 BMI (kg/m²) Physiological 0.036 ± 0.004 0.37***
10 NO2 (μg/m³) Ecological 0.034 ± 0.004 0.35***

Note. OHRI – Occupational Health Risk Index; HRV SDNN – standard deviation 
of N-N intervals; HMCI – heavy metal contamination index (Zc summation index ac-
cording to Saet et al., 1990); BP – blood pressure; *** p < 0.001. Pearson correlations 
with OHRI are partially structural given that OHRI is constructed from these variables 
(see Section 2.2).

4. Discussion
The present study demonstrates that a feedforward ANN can classify ag-

ricultural workers into high-risk and low-to-moderate-risk categories, defined 
by an expert-constructed composite OHRI, with good discriminatory accuracy 
(AUC-ROC = 0.872 in enterprise-aware holdout validation). The ANN signifi-
cantly outperformed logistic regression but did not achieve statistically signifi-
cant superiority over gradient boosting (XGBoost), consistent with the broader 
machine learning literature – including applications in construction safety [26] 
and the petrochemical industry [27] – showing that ensemble tree-based meth-
ods – including random forests [17] and gradient boosting [10] – and neural 
networks often perform comparably on structured tabular data of moderate di-
mensionality [11].
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4.1. Interpretation of Predictor Importance
The prominence of the pesticide exposure index as the most important pre-

dictor is consistent with ecological and toxicological evidence on organophos-
phate and pyrethroid effects on cardiovascular and neurological systems [12]. 
The second-ranked position of HRV SDNN – a validated physiological marker 
of autonomic nervous system regulation [13] – and its inverse correlation with 
OHRI (r = −0.57) are consistent with the hypothesis that reduced heart rate 
variability reflects impaired vagal tone associated with cumulative occupational 
burden. However, the cross-sectional design precludes temporal or causal infer-
ence: it cannot be established from these data whether reduced SDNN precedes 
or follows the development of elevated occupational health risk.

The contribution of PM2.5 as the third-ranked predictor may reflect both 
agricultural dust generated by field operations and machinery and industri-
al or transport emissions from the St. Petersburg conurbation, consistent with 
evidence that outdoor air pollution sources contribute substantially to health 
burden in urbanized regions [14]. However, the present study did not include 
meteorological trajectory analysis or source apportionment, and this interpre-
tation remains speculative.

Importantly, because the OHRI outcome is itself a weighted function of 
the predictor domains, the observed importance ranking should be interpreted 
as demonstrating that the ANN successfully approximates the expert-defined 
OHRI structure, rather than as independent evidence of biological dose–re-
sponse relationships.

4.2. Practical Utility
The practical value of the proposed model lies not in the discovery of nov-

el risk associations, but in the automation of a multi-step expert evaluation 
process. Currently, OHRI computation requires manual integration of data 
from three administrative systems, domain-score calculation, and application 
of AHP-derived weights – a process that demands specialist knowledge and 
time. The trained ANN model can perform this classification instantaneously 
from raw input data, facilitating integration into digital workplace management 
systems. From a practical standpoint, the model may enable: (a) real-time risk 
flagging during periodic medical examinations, (b) batch screening of enter-
prise workforces, and (c) identification of subgroups warranting priority occu-
pational health interventions. The socio-occupational domain – represented by 
subjective labor intensity, shift irregularity, and employment duration – contrib-
uted approximately 20 % of total predictor importance. While smaller than the 
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ecological and physiological domains, this contribution is non-negligible and 
provides potentially actionable targets for enterprise-level interventions: reg-
ularization of shift schedules (consistent with evidence linking atypical work 
hours to metabolic syndrome [16]), reduction of overtime prevalence, and mon-
itoring of labor intensity.

4.3. Methodological Considerations
An important methodological contribution of this work is the operational-

ization of the OHRI as a domain-weighted composite index calibrated through 
AHP expert elicitation [20]. The AHP consistency ratio of 0.04 indicates ac-
ceptable agreement among the expert panel. The composite approach provides 
a transparent and reproducible basis for aggregating heterogeneous indicators 
into a single risk stratum, addressing a recognized gap in existing occupational 
risk classification systems that typically treat domains independently [7]. The 
AHP weighting can be revised as new expert consensus emerges.

The enterprise-aware validation strategy addresses a potential source of data 
leakage that is often overlooked in occupational health ML studies: when en-
vironmental exposures are measured at the group (enterprise) level, naive ran-
dom splitting can inflate model performance by placing workers from the same 
enterprise in both training and test sets. The leave-one-enterprise-out analysis 
(mean AUC 0.854) confirmed that the model generalizes beyond the specific 
enterprises in the training set, although performance varied across folds (range: 
0.791–0.912), likely reflecting differences in enterprise size and risk profile.

4.4. Limitations
The study has several important limitations that should be considered when 

interpreting the results.
First, and most critically, the OHRI outcome variable is an author-constructed 

composite index derived from the same data domains that serve as model pre-
dictors. This creates a degree of circularity: the ANN model is not predicting an 
independent clinical outcome (such as diagnosed occupational disease, sick leave, 
or loss of work capacity), but is rather learning to approximate a deterministic 
function of its own inputs. Consequently, the reported AUC values should not be 
interpreted as evidence of clinical predictive validity. Future studies should vali-
date the model against hard clinical endpoints, such as incident occupational dis-
ease diagnoses confirmed through the regional center for occupational pathology.

Second, the cross-sectional design precludes causal inference and limits the 
temporal interpretation of findings. Terms such as “risk prediction” are used in 
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the statistical (classification) sense, not in the sense of forecasting future dis-
ease onset. Prospective cohort studies with longitudinal follow-up are needed 
to establish whether OHRI classifications at baseline predict subsequent health 
deterioration.

Third, ecological exposure variables (PM2.5, SO2, NO2, noise) were assigned 
at the enterprise level from the nearest monitoring station, introducing potential 
ecological fallacy. Workers within the same enterprise may experience substan-
tially different microenvironments (e.g., greenhouse vs. open-field workers), 
and this within-enterprise variability is not captured by the model.

Fourth, the study period (2021–2025) overlaps with the COVID-19 pan-
demic, which may have affected: (a) the completeness and quality of PME 
data during 2021–2022, (b) workers’ health status (post-COVID cardiovas-
cular complications), (c) labor conditions (quarantine restrictions, changes in 
employment patterns), and (d) environmental monitoring data (reduced indus-
trial emissions in 2021). A sensitivity analysis excluding data from 2021–2022 
(n = 814) yielded AUC-ROC = 0.865 (95 % CI: 0.818–0.912), suggesting that 
the pandemic period did not substantially alter the main findings. Additionally, 
the study population, while representative of the Leningrad Region, may not 
generalize to agro-industrial workers in other Russian periurban regions with 
distinct ecological or agricultural profiles. External validation in geographically 
distinct populations is required.

Fifth, self-reported socio-occupational variables (labor intensity, job satis-
faction, perceived employment stability) are subject to social desirability bias, 
particularly in enterprises where workers may associate high reported intensity 
with job insecurity. Objective measures (e.g., wearable accelerometry for labor 
intensity, administrative payroll records for overtime) could strengthen future 
iterations of the model. Furthermore, complete-case analysis may introduce 
selection bias if missingness is non-random, and the model’s interpretability 
is currently limited to permutation importance analysis; future work should 
incorporate SHAP (SHapley Additive exPlanations) values and partial depen-
dence plots to elucidate the direction, magnitude, and non-linearity of individ-
ual predictor effects.

4.5. Comparison with Existing Literature
The AUC-ROC of 0.872 achieved by the ANN model in this study is broad-

ly consistent with discriminatory performance reported in comparable machine 
learning applications in occupational health. Sarkar and Maiti [11] reported AUC 
values in the range of 0.78-0.89 for ML-based classification of occupational ac-
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cident severity in industrial settings. In agricultural health specifically, studies 
employing gradient boosting and random forest classifiers for pesticide expo-
sure risk have reported AUC values between 0.81 and 0.91 [21, 22]. However, 
direct comparison is complicated by the fact that most prior studies predicted 
hard clinical outcomes (e.g., diagnosed occupational disease, injury severity), 
whereas the present study classifies an internally constructed composite index. 
The observed AUC of 0.872 therefore reflects the model`s ability to approximate 
the expert-defined OHRI formula rather than its clinical predictive validity, and 
likely represents an upper bound of the performance that would be observed 
against independent clinical endpoints. A naïve benchmark - direct application 
of the OHRI formula followed by threshold classification - would yield perfect 
classification (AUC = 1.0) if applied to the same data. That the ANN achieves 
AUC < 1.0 reflects the fact that it learns from raw (unstandardized) input features 
and must implicitly recover the z-scoring, domain aggregation, and min-max nor-
malization embedded in the OHRI construction. Future studies should benchmark 
ANN performance against simple formula-based classification to quantify the 
added value of the machine learning approach more transparently.

The enterprise-aware group splitting strategy employed in this study ad-
dresses a methodological gap identified in recent reviews of ML applications 
in occupational health [23]. Many studies in this domain ignore the clustered 
nature of workplace data, leading to overly optimistic performance estimates. 
The leave-one-enterprise-out cross-validation (mean AUC 0.854) provides a 
more conservative and realistic estimate of generalization performance.

5. Conclusion
This study demonstrates that a feedforward artificial neural network can 

classify an expert-constructed composite occupational health risk index in agri-
cultural workers of the St. Petersburg periurban zone with good discriminatory 
accuracy (AUC-ROC = 0.872 in enterprise-aware holdout validation). Pesti-
cide exposure, autonomic cardiac regulation (HRV SDNN), and ambient fine 
particulate matter were identified as the leading contributors to risk classifica-
tion, while socio-occupational variables – particularly labor intensity and shift 
irregularity – contributed independently. The ANN performed comparably to 
gradient boosting and significantly outperformed logistic regression.

The proposed framework offers a practical tool for automated risk stratifica-
tion in agro-industrial enterprises, potentially reducing the reliance on manual 
expert evaluation for individual worker assessment. However, it must be em-
phasized that the current model classifies an internally constructed composite 
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index rather than an independent clinical outcome, which fundamentally limits 
its clinical interpretability and distinguishes its reported accuracy from clinical 
predictive validity. Future research should focus on: (i) prospective validation 
of OHRI against incident occupational disease endpoints; (ii) longitudinal track-
ing of OHRI trajectories following workplace interventions; (iii) integration of 
SHAP-based model interpretability [24] and feature attribution methods [30] for 
clinical transparency; (iv) application of proactive risk prediction approaches 
using longitudinal data [29]; (v) comparative benchmarking against naïve for-
mula-based classification; and (vi) extension to other agricultural regions with 
comparable agro-ecological profiles.
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